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Article history: Firms increasingly invest in Al-driven hyper-personalization to enhance customer
Submitted [02-06-2026] experience (CX), yet emerging evidence indicates that these technologies may also
Revised [02-07-2026] generate unintended negative emotional outcomes. This study aims to develop a
Accepted [03-10-2026] conceptual framework explaining how failures in Al-driven hyper-personalization lead to

customer irritation and subsequent value co-destruction in Al-mediated service
interactions. Using a conceptual research approach based on an integrative review and
synthesis of recent literature, the study draws upon Expectation—Disconfirmation Theory,
Psychological Reactance Theory, and Affective Events Theory to construct a theoretically
grounded framework. The proposed framework identifies Al response irrelevance and
perceived intrusiveness as key antecedents of customer irritation, which subsequently
mediates the effects of hyper-personalization failure on diminished trust, switching
intention, and customer disengagement. The framework further advances five research
propositions, identifies six boundary-condition moderators, and explains three structural
paradoxes that clarify how hyper-personalization may systematically generate negative
customer experiences despite its intended benefits. These findings extend value co-
destruction theory by positioning customer irritation as a distinct cumulative affective
mechanism underlying CX degradation and provide a stronger theoretical foundation for
future empirical research on Al-mediated services. Future studies are recommended to
empirically validate the proposed framework using longitudinal, experimental, or cross-
cultural research designs across diverse Al-enabled service contexts.
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Introduction

Firms invest billions of dollars in Al-driven hyper-personalization on the premise that knowing
customers better leads to serving them better. Yet a growing body of evidence reveals that the same
systems designed to enhance relevance and deepen relationships are, under predictable conditions,
systematically generating frustration, discomfort, and disengagement (Pavone et al., 2023). The
theoretical gap that allows this pattern to remain poorly understood is the focus of this study (Castillo et
al., 2021).

Artificial intelligence now underpins the core infrastructure of contemporary customer experience
(CX), including chatbots, recommender systems, virtual assistants, and algorithmically personalized
journeys across channels (Hardcastle et al., 2025). Hyper-personalization is widely framed as a source of
superior efficiency, relevance, and engagement that enhances convenience, satisfaction, and relationship
quality ( Ming-Hui Huang & Rust, 2024). When it works, it deepens affective attachment and strengthens
purchase intentions beyond what functional efficiency alone produces (Bilal et al., 2024). When it fails,
however, it does not merely disappoint: it intrudes, misrecognizes, and accumulates. Customers
increasingly report encounters with irrelevant responses, poor contextual understanding, and
personalization that oversteps perceived boundaries of privacy and autonomy. These failures are
particularly consequential on digital platforms where Al mediates high-frequency, real-time interactions,
and where sub-threshold frictions accumulate rapidly and often pass beneath the threshold of explicit
complaint (Ranieri et al., 2024). Meta-analytic evidence across physical robots, chatbots, and other Al
confirms that service Al interactions systematically generate distinct negative affective reactions that
reduce engagement when design features fall below expectations (Blut et al., 2021).
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Despite the growing practical salience of these negative experiences, academic discourse remains
skewed toward the positive dimensions of Al, emphasizing adoption, trust, and personalization benefits
(Hollebeek et al., 2021). A scientometric analysis of Al in marketing confirms that the field has been
dominated by themes of efficiency, engagement, and value creation, with negative experiential
dimensions receiving comparatively little theoretical attention (Mustak et al., 2021). Even when risks
such as privacy or fairness are acknowledged, they are typically treated as secondary outcomes rather
than central mechanisms (Liu-Thompkins et al., 2022). Positive orientations similarly dominate research
that integrates Al into CX frameworks (Ameen et al., 2021), and even studies that foreground service
failure tend to prioritize cognitive over affective explanations (C. Chen, 2024). Existing work on Al
service failure highlights emotions such as anger and disappointment, yet it rarely theorizes customer
irritation as a distinct, cumulative, and proximal response to hyper-personalization breakdowns. The CX
literature therefore remains underdeveloped in explaining how everyday Al misfires translate into
disengagement and value loss.

This gap is not merely empirical but theoretical. Prior frameworks for negative affect in AI-CX,
including the experiential perspective of Puntoni et al. (2021) and the service co-destruction model of
Castillo et al. (2021), conceptualize negative emotion primarily as a reaction to salient, discrete failures.
They do not account for the gradual, sub-threshold accumulation of minor affective events that
characterize routine hyper-personalization encounters. Pavone et al. (2023) advance understanding of
acute emotional responses such as rage and indignation but stop short of theorizing the lower-intensity,
slower-building emotional states that may prove equally consequential over time. The present study
identifies this as the central theoretical gap in the literature: the absence of a construct and mechanism
that explains how unremarkable, individually tolerable Al missteps aggregate into a durable emotional
state capable of driving trust erosion and behavioral disengagement.

Addressing this gap requires integrating theories that foreground expectations, autonomy, and
affective processes. Expectation—Disconfirmation Theory explains how discrepancies between promised
personalization and experienced irrelevance generate negative evaluations. Psychological Reactance
Theory accounts for how perceived intrusiveness threatens autonomy and motivates resistance behaviors.
Affective Events Theory provides a dynamic account of how repeated negative Al interactions
accumulate into enduring emotional states and behavioral outcomes. Taken together, these three
theoretical perspectives converge on a mechanism, namely the cumulative build-up of low-intensity
irritation, that none of them addresses individually and that prior AI-CX research has not yet formalized.

Building on these perspectives, this study develops a conceptual framework in which Al response
irrelevance and perceived intrusiveness act as antecedents of customer irritation, which in turn mediates
the relationship between hyper-personalization failure and three adverse outcomes: diminished trust,
increased switching intention, and disengagement behavior. The framework advances five formal
propositions and identifies six boundary-condition moderators (Al literacy, privacy concern, prior Al
experience, algorithmic interpretability, perceived human-likeness, and consumer—machine relationship
orientation) that govern when and for whom the irritation mechanism is most consequential.

This study makes four contributions. First, it introduces Al-induced customer irritation as a
theoretically distinct affective construct, defined by its low intensity, cumulative character, and origin in
repeated micro-level personalization failures, distinguishing it from the episodic anger and acute
frustration documented in prior Al service failure research. Second, it reframes Al-enabled CX as a dual-
valence phenomenon in which the emotional risks of hyper-personalization arise through a qualitatively
different mechanism than its benefits: affective accumulation rather than single-event disconfirmation.
Third, it identifies three structural paradoxes (personalization versus autonomy, intelligence versus
control, and relevance versus intrusiveness) as the generative conditions under which hyper-
personalization systematically produces irritation, providing a theoretical vocabulary for future research
to examine where, when, and for whom each paradox is most consequential. Fourth, by positioning
irritation as the mediating affective pathway between Al design failures and value co-destruction, this
study advances the co-destruction literature Castillo et al. (2021) by specifying the mechanism, rather
than merely cataloguing the outcomes, through which Al-mediated interactions destroy rather than create
value.

Theoretical Foundation
Customer Experience Theory in the AI Context

The dominant theoretical tradition in AI-CX research rests on a value-creation premise: Al
improves service quality, personalization enhances relevance, and automation scales efficiency. What this
tradition has not adequately theorized is the affective cost of these same processes, specifically the
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discomfort, resentment, and cumulative fatigue that Al-mediated interactions can generate even when no
single interaction constitutes an identifiable failure. Recent work on Al-enabled CX reveals systematic
affective costs, including discomfort, anger, and alienation, that current theory insufficiently captures
(Castillo et al., 2021). Research on automated service interactions further demonstrates that when
engagement quality deteriorates, customers disengage rapidly and the relational benefits of Al are quickly
reversed (Hollebeek et al., 2021), and chatbot service quality studies in retail contexts confirm that when
Al fails to meet customer expectations, satisfaction erodes markedly even in high-involvement hedonic
categories (Chung et al., 2020).

CX is now widely conceptualized as a multidimensional constellation of cognitive, affective,
sensory, behavioral, and social responses to brand-related touchpoints (Becker & Jaakkola, 2020). In Al-
mediated environments, algorithmic service quality and personalization shape both cognitive appraisals
and affective states, with downstream consequences for satisfaction and loyalty (Ranieri et al., 2024).
However, existing literature tends to privilege positive outcomes while under-theorizing negative
affective responses emerging from Al interactions (Puntoni et al., 2021).

This imbalance is particularly problematic because existing negative-affect accounts in AI-CX
focus disproportionately on responses to salient, identifiable failures: a chatbot that misroutes a complaint,
arecommendation engine that produces an obviously inappropriate suggestion, or a virtual assistant that
fails to resolve a query. These accounts treat negative affect as event-contingent and episodic. What they
do not capture is the class of affective responses that emerge not from a single identifiable failure but
from the cumulative weight of sub-threshold frictions across many ordinary interactions.

Conceptual work on the dark side of Al in services has begun to catalog systemic threats, including
bias, lack of empathy, privacy loss, and anxiety, as recurring features of Al-mediated encounters rather
than isolated incidents (Belanche et al., 2024). Research on Al service failures confirms that automated
systems can trigger frustration, confusion, and stress (Castillo et al., 2021), but the mechanisms by which
low-grade, repeated misalignments produce durable affective states remain underspecified. These
findings indicate the need to reposition CX theory toward capturing negative, interaction-level affect,
with irritation proposed here as the construct that fills this theoretical gap.

Hyper-Personalization and AI-Driven Interaction Tensions

Hyper-personalization refers to Al-driven, real-time tailoring of content and interactions based on
individual-level data. Foundational work on the future of Al in marketing anticipated that this shift would
bring not only unprecedented efficiency and personalization capability but also substantial challenges
around consumer privacy, autonomy, and the erosion of human judgment in service encounters
(Davenport et al., 2020). In retail contexts specifically, Al-driven personalization is projected to reshape
the entire customer journey from discovery through post-purchase, yet this transformation simultaneously
introduces new points of friction when algorithmic outputs misalign with customer expectations or
preferences (Guha et al., 2021). Theoretically, personalization enhances relevance, reduces cognitive
effort, and increases perceived value (Hoyer et al., 2020). Research on Al-driven consumer engagement
further demonstrates that when personalization succeeds, it can deepen affective attachment and
strengthen purchase intentions beyond what functional efficiency alone produces (Bilal et al., 2024).

However, emerging literature highlights a critical paradox: the same mechanisms that enable
precision and efficiency may also generate perceptions of surveillance, manipulation, and overreach when
personalization becomes excessive or contextually inappropriate (Puntoni et al., 2021). Rather than
merely reducing service quality, failures in hyper-personalization introduce a deeper psychological
conflict. Customers experience a tension between promised relevance and perceived intrusion,
particularly when Al outputs misalign with expectations or reveal excessive data inference (Nguyen et
al., 2022). This suggests that hyper-personalization failure should be understood not only as a functional
issue but as a violation of autonomy and identity boundaries (Ranieri et al., 2024).

What distinguishes this study's treatment of hyper-personalization failure from prior accounts is
the recognition that such violations need not be dramatic to be consequential. A recommendation that is
slightly off-target, a message that arrives at an inopportune moment, or a prompt that implies a degree of
inference the customer finds unsettling: none of these constitutes a failure in the conventional sense, yet
each contributes a small affective cost. It is the accumulation of these costs, rather than any individual
incident, that this framework theorizes as the primary driver of irritation-induced value co-destruction.

Critically, Al-driven personalization operates not at a single touchpoint but across the entire
customer journey, meaning that these micro-costs accumulate through pre-purchase, purchase, and post-
purchase stages simultaneously (Gao & Liu, 2022). This multi-stage exposure amplifies the cumulative
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irritation mechanism proposed here, as customers face repeated personalization attempts at every phase
of their interaction with the firm.

Expectation—Disconfirmation Theory and Cognitive Triggers of Irritation

Expectation—Disconfirmation Theory (EDT) explains how discrepancies between expected and
perceived performance shape customer evaluations (Y. Chen & Prentice, 2025). In Al-mediated CX,
expectations are often elevated precisely because automated interactions are designed and marketed as
superior to human alternatives (Hollebeek et al., 2021). Meta-analytic evidence further confirms that
human acceptance of Al, spanning tools, agents, and intermediary forms, is consistently shaped by
elevated performance expectations that, when unmet, generate negative evaluative responses
disproportionate to equivalent failures by human agents ( Bingqing Li et al., 2026). Notably, Al errors
tend to produce stronger reactions than human errors because they violate expectations of technological
precision (Hardcastle et al., 2025), and algorithmic failures activate distinct blame attributions precisely
because algorithms are held to a standard of objectivity and infallibility that humans are not (Srinivasan
& Sarial-Abi, 2021).

In hyper-personalization contexts, this dynamic is amplified in a way that prior EDT applications
have not fully theorized. Promises of individual-level relevance create a high benchmark, making even
small mismatches highly salient. More importantly, these mismatches are not experienced in isolation:
each sub-threshold disconfirmation event lowers the customer's tolerance for subsequent ones. As a result,
customers interpret irrelevant outputs as evidence that the system has fundamentally misrecognized them,
triggering negative cognitive appraisals that evolve into irritation through repeated exposure rather than
through the intensity of any single instance (Gao & Liu, 2022). This is the mechanism through which
EDT, originally developed to explain episodic satisfaction judgments, is extended here to account for the
temporal dynamics of affective accumulation.

Psychological Reactance Theory and Perceived Intrusion

Psychological Reactance Theory conceptualizes negative affect and resistance as responses to
perceived threats to freedom and autonomy. In Al-mediated CX, personalization relies on extensive data
capture, classification, and inference about customers' preferences and behaviors (Liu-Thompkins et al.,
2022). When these processes become overly visible or misaligned with customer expectations of privacy
and control, through over-targeting, unsolicited recommendations, persistent prompts, or excessive
familiarity, customers may infer that their behavioral freedoms are being constrained or manipulated
(Puntoni et al., 2021). Research on Al-powered advertising and dataveillance emphasizes that hyper-
personalized journeys can blur the line between relevance and coercion, undermining transparency and
autonomy (Hardcastle et al., 2025). More broadly, scholars have argued that the opacity of algorithmic
inference places customers in an asymmetric informational relationship that further intensifies reactance
(Puntoni et al., 2021). Research spanning predictive and generative Al contexts further demonstrates that
consumer reactions to Al are inherently dual-valenced: the same features that generate fascination and
improved decision outcomes simultaneously trigger anxiety, a diminished sense of agency, and identity-
related concerns, precisely the conditions under which reactance-driven irritation is most likely to
accumulate (Hermann & Puntoni, 2024).

Reactance manifests as defensive responses, including adversarial behaviors toward Al systems,
data obfuscation, channel avoidance, and resistance to engagement (Puntoni et al., 2021). CX and chatbot
studies document how intrusive data requests, opaque inferences, and forced self-service interactions
produce alienation, reduced trust, and abandonment of the customer joumey (Ranieri et al., 2024).
Reactance-driven disengagement is further amplified when customers perceive that Al systems preempt
their choices rather than support them (Hoyer et al., 2020).

The present framework extends Psychological Reactance Theory's application to AI-CX in one
important respect. Prior accounts treat reactance as triggered primarily by overt or identifiable intrusions:
a notification that reveals data tracking, a recommendation that feels presumptuous, or an explicitly
coercive prompt. The irritation construct proposed here captures a more diffuse form of reactance, one
that builds incrementally through repeated encounters with personalization that is neither clearly intrusive
nor clearly appropriate but that, over time, registers as a cumulative infringement on the customer's sense
of autonomy. In this view, irritation is not simply disappointment with performance; it is a motivated
affective reaction to perceived control threats inherent in hyper-personalization practices, particularly
when customers feel pressured to comply with Al-driven choices or data demands.
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Affective Events Theory and the Accumulation of Irritation

Affective Events Theory (AET) posits that discrete events occurring within service environments
trigger immediate emotional reactions, which accumulate over time to shape broader attitudes and
behavioral responses. Within Al-mediated CX, each interaction with chatbots, recommendation systems,
or algorithmic interfaces constitutes an affective event, the valence of which depends on perceived
accuracy, responsiveness, empathy, and procedural fairness (Ameen et al., 2021). Empirical research
indicates that Al-enabled interactions frequently underperform on affective and relational dimensions.
Compared to human service encounters, Al systems are often perceived as impersonal, rigid, and lacking
emotional intelligence, resulting in psychological discomfort and reduced perceived warmth (Liu-
Thompkins et al., 2022). This affective gap has practical consequences: customers who find Al
interactions relationally thin are less likely to remain engaged and more susceptible to switching, even
when functional service quality is adequate (Prentice & Nguyen, 2020). These affective deficiencies have
been linked to diminished well-being, lower satisfaction, and weakened customer-brand relationships,
particularly in contexts where emotional support or nuanced understanding is expected (Castillo et al.,
2021).

In hyper-personalization journeys, customer experience is rarely shaped by a single critical failure.
Instead, it emerges from a sequence of micro-level interactions, including slightly irrelevant
recommendations, repetitive targeting messages, misinterpreted intents, and ineffective chatbot
responses. While each individual failure may appear trivial, their cumulative presence generates a pattern
of recurring friction within the customer journey. Prior research demonstrates that such repeated
inconsistencies increase cognitive load, confusion, and perceived effort, ultimately fostering distrust and
disengagement (Ranieri et al., 2024). Corroborating evidence from voice Al contexts further shows that
service failures trigger negative customer emotions that, in turn, directly activate complaint behaviors,
confirming that affect, not cognition alone, is the proximal driver of post-failure behavioral responses (B.
Lietal.,2023). From an AET perspective, these repeated Al misalignments function as negative affective
events that progressively accumulate rather than dissipate (Castillo et al., 2021). Unlike isolated service
failures, which may be forgiven or rationalized, recurring micro-failures create a compounding emotional
burden. Over time, this accumulation transforms situational annoyance into a more stable and persistent
affective state.

AET has been applied extensively in organizational behavior and service research, typically to
explain how discrete workplace or service events shape employee and customer affect. Its application
here is extended in a theoretically specific direction: whereas most AET-based accounts examine events
that are discrete and identifiable, this study applies the theory to events that are, individually, beneath the
threshold of conscious complaint. This is the distinctive theoretical move: irritation as defined here is not
the sum of several grievances large enough to be articulated but the residue of many events small enough
to be dismissed in isolation yet consequential in aggregate. This positions the present framework as an
extension of AET into the sub-threshold affective domain of Al-mediated service.

Accordingly, customer irritation can be conceptualized as a cumulative affective response
emerging from repeated exposure to minor yet unresolved Al-related disruptions. Initially experienced as
low-intensity annoyance, these events gradually coalesce into a sustained emotional condition
characterized by tension, frustration, and heightened sensitivity toward subsequent interactions. This
accumulated irritation not only shapes immediate experiential evaluations but also influences downstream
behavioral outcomes, including reduced engagement, avoidance of Al-mediated channels, and an
increased propensity to switch or disengage from the service ecosystem (Puntoni etal.,2021). By framing
hyper-personalization failures through AET, this study highlights that the dark side of Al-driven CX is
not solely rooted in major breakdowns but in the systematic accumulation of small, frequent, and often
overlooked interactional flaws, a perspective that shifts the analytical focus from isolated service errors
to the temporal dynamics of emotional build-up (Ameen et al., 2021).

Research Methods

Research Design

This study adopts a conceptual research design aimed at developing theory rather than empirically
testing causal relationships. Conceptual research advances knowledge by integrating established theories
and prior empirical insights into a coherent explanatory framework for emerging phenomena (Jaakkola,
2020; Maclnnis, 2011). Accordingly, this study employs theory synthesis and conceptual integration to
explain how failures in Al-driven hyper-personalization generate customer irritation as the central
affective mechanism underlying value co-destruction in Al-mediated customer experiences.
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Literature Identification and Theory Synthesis

The conceptual framework was developed through the identification and synthesis of peer-
reviewed literature retrieved from major academic databases, including Scopus, Web of Science,
ScienceDirect, SpringerLink, Emerald Insight, and Google Scholar. The reviewed literature covered
artificial intelligence, hyper-personalization, customer experience, customer irritation, trust, switching
intention, disengagement behavior, and value co-destruction, while incorporating seminal works on
Expectation—Disconfirmation Theory, Psychological Reactance Theory, and Affective Events Theory.
Following a theory synthesis approach (Jaakkola, 2020), relevant theories and empirical findings were
critically examined and integrated to identify conceptual gaps and establish the theoretical mechanisms
linking Al-driven hyper-personalization failure with customer irritation and its behavioral consequences.

Conceptual Framework Development

The conceptual framework was developed by integrating Expectation—Disconfirmation Theory,
Psychological Reactance Theory, and Affective Events Theory to explain customer responses to Al-
driven hyper-personalization failures. The framework positions Al response irrelevance and perceived
intrusiveness as antecedents of customer irritation, which subsequently influences trust, switching
intention, and disengagement behavior. Based on these theoretically derived relationships, five research
propositions, six boundary-condition moderators, and three structural paradoxes were formulated
following established theory-building principles (Wacker, 1998), providing a foundation for future
empirical research.

Research Process

The research process consisted of five sequential stages: (1) literature identification from reputable
academic sources; (2) theory synthesis through critical review and integration of relevant studies; (3)
theoretical integration to establish the relationships among the proposed constructs; (4) conceptual
framework development and proposition formulation; and (5) derivation of theoretical and managerial
implications. The overall research process is illustrated in Figure 1.

Literature Identification Theory Synthesis
Identification of peer-reviewed literature Critical synthesis of theories and empirical

Theoretical Integration
Conceptual Framework Development Expectation—Disconfirmation Theory
Five propositions ) o — Psychological Reactance Theory
Six boundary-condition moderators Affective Events Theory
Three structural paradoxes

> Theoretical and Managerial Implications

Figure 1. Research Process for Developing the Proposed Conceptual Framework

Results and Discussion

Conceptual Framework

This study develops a conceptual framework explaining the dark-side mechanism of Al in
customer experience by modeling how failures in hyper-personalization trigger customer irritation, which
subsequently leads to adverse behavioral outcomes. Three key constructs anchor the framework. Al
response irrelevance refers to the perceived mismatch between customer needs and Al-generated outputs,
reflecting failures in accuracy, contextual fit, and task support (Hoyer et al., 2020). Perceived
intrusiveness captures the extent to which Al-driven personalization is experienced as excessive, privacy-
invasive, or autonomy-threatening (Puntoni et al., 2021). Customer irritation is conceptualized as a
cumulative negative affective state characterized by annoyance, frustration, and agitation arising from
repeated or salient Al failures, and is distinguished from frustration and anger by its low intensity, gradual
onset, and persistence across interaction episodes rather than its concentration in a single event (Ameen
et al., 2021). The framework further incorporates three key outcomes, namely reduced trust, switching
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intention, and disengagement/avoidance behavior, representing distinct behavioral manifestations of
value co-destruction in Al-mediated CX (Ranieri et al., 2024).

Building on prior research on Al-enabled service failure and value co-destruction, the framework
integrates cognitive, motivational, and affective processes linking Al characteristics to customer
responses (Castillo et al., 2021). A diagnostic perspective on Al value destruction further supports this
framing by demonstrating that specific Al characteristics, including rigidity, opacity, and misalignment
with customer goals, can systematically undermine value across inputs, processes, and outcomes rather
than merely at moments of overt failure (Canhoto & Clear, 2020). The present framework extends this
logic by identifying irritation as the affective mechanism through which such systemic misalignments
translate into behavioral harm.

Propositions Development

Grounded in Expectation—Disconfirmation Theory, Al response irrelevance is expected to
generate negative evaluations when system outputs fail to meet personalization expectations (Y. Chen &
Prentice, 2025). Critically, this effect is theorized here as cumulative rather than episodic: it is the repeated
pattern of disconfirmation, not any single instance, that reaches the threshold of irritation. Promises of
individual-level relevance elevate the performance benchmark, making even minor mismatches
cognitively salient and emotionally consequential. Each sub-threshold failure is interpreted not as an
isolated error but as further evidence of systemic misrecognition, progressively intensifying the affective
burden on the customer.
P1: Al response irrelevance positively influences customer irritation.

Drawing on Psychological Reactance Theory, perceived intrusiveness is expected to evoke
irritation by threatening customers' autonomy and sense of control (Puntoni et al., 2021). Even when
individual intrusions fall below the level that would provoke explicit complaint, repeated exposure to such
events is theorized to accumulate into a persistent reactance-derived irritation state. Over-targeting,
unsolicited inference, and excessive familiarity cumulatively signal to the customer that their behavioral
space is being managed rather than supported, a perception that intensifies with each successive
encounter.

P2: Perceived intrusiveness positively influences customer irritation.

Customer irritation subsequently shapes downstream evaluations and behaviors through three
distinct pathways, each representing a different dimension of relational harm. These pathways are
theoretically separable because they operate at different stages of the customer-firm relationship and
implicate different psychological mechanisms: trust reflects a cognitive-evaluative judgment, switching
intention reflects a motivational-behavioral orientation, and disengagement reflects a habituation-
avoidance process. Together, they capture the full range through which accumulated irritation translates
into value co-destruction.

Persistent irritation signals misalignment between customer expectations and firm practices,
thereby undermining trust and weakening customer-brand relationships over time (Nguyen et al., 2022).
Empirical evidence from Al chatbot settings further demonstrates that when service quality deteriorates
below expectations, trust declines significantly and customer retention becomes substantially harder to
sustain (Q. Chen et al., 2023). Unlike the sharp trust decline triggered by a single high-severity failure,
the trust erosion proposed here operates gradually, reflecting the chronic rather than acute nature of
irritation-based affect.

P3: Customer irritation negatively influences trust.

Irritation also activates approach—avoidance motivational dynamics, leading customers to evaluate
the costs of continued engagement against the perceived effort of switching. Research on Al-enabled
service failure and customer behavioral responses indicates that accumulated negative affect raises the
psychological threshold for continued engagement, making switching a progressively more attractive
alternative as irritation intensifies (Castillo et al., 2021). The frustration-aggression dynamic further
reinforces this trajectory: when customers repeatedly encounter aversive stimuli without recourse,
redirected behavioral energy manifests as provider substitution (Ozuem et al., 2025).

P4: Customer irritation positively influences switching intention.

Distinct from switching, which implies active re-evaluation and provider change, disengagement
and avoidance behavior reflect a more passive withdrawal from Al-mediated interactions within the
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existing service relationship. Customers may remain nominally loyal while systematically avoiding the
Al channels, recommendation interfaces, or personalization features that have generated irritation. This
pattern has been documented in contexts where consumers suppress negative word-of-mouth and mask
irritation behind relational attachment, yet concurrently reduce their depth of engagement with Al-
mediated touchpoints (B. Huang & Philp, 2021). The behavioral consequence is not departure but
diminished interaction quality, a silent erosion of value co-creation potential that firms are poorly
positioned to detect through conventional satisfaction metrics.
P5: Customer irritation positively influences disengagement and avoidance behavior.

Table 1 presents the five formal propositions alongside their theoretical grounding and the
mechanisms through which each is expected to operate.

Table 1. Propositions, theoretical bases, and mechanisms

Proposition Statement Theoretical basis Mechanism

P1 Al response irrelevance | Expectation— Repeated sub-threshold
positively  influences | Disconfirmation disconfirmation lowers tolerance and
customer irritation. Theory escalates cumulative negative affect

across successive interactions.

P2 Perceived intrusiveness | Psychological Incremental autonomy threats, each
positively  influences | Reactance Theory individually below the level of
customer irritation. explicit complaint, accumulate into a

persistent reactance-derived irritation
state.

P3 Customer irritation | Affective  Events | Chronic irritation signals systemic
negatively  influences | Theory; Value Co- | misrecognition, gradually eroding
trust. Destruction Theory | cognitive and affective trust rather

than triggering acute relational
collapse.

P4 Customer irritation | Frustration— Accumulated negative affect raises
positively  influences | Aggression Theory; | the psychological cost of continued
switching intention. Affective  Events | engagement, making  provider

Theory substitution  progressively = more
attractive.

P5 Customer irritation | Affective Events | Customers suppress exit but withdraw
positively  influences | Theory; from  Al-mediated touchpoints,
disengagement and | Psychological producing a pattern of silent
avoidance behavior. Reactance Theory disengagement that conventional

satisfaction metrics cannot detect.

Mediating Role of Customer Irritation

A central premise of the framework is that customer irritation operates as the core mediating
mechanism linking Al failures to behavioral outcomes. Rather than exerting direct effects, Al response
irrelevance and perceived intrusiveness influence customer behavior primarily through irritation. This
mediated structure reflects a theoretically important claim: that the behavioral consequences of hyper-
personalization failure are not immediate or proportional responses to individual incidents but are instead
mediated by an accumulating affective state that amplifies the impact of each subsequent failure.

Specifically, Al failures first trigger cognitive disconfirmation and perceived autonomy threats,
which then evolve into irritation (Y. Chen & Prentice, 2025). This affective state subsequently drives
reduced trust, switching intention, and disengagement (Ranieri et al., 2024). By positioning irritation as
the central causal mechanism, the framework advances prior research that has treated emotions as
secondary outcomes rather than primary explanatory drivers (Pavone et al., 2023). The key theoretical
advance is the specification of irritation as the proximal affective cause of behavioral outcomes, replacing
the implicit assumption in much of the literature that negative CX outcomes are driven by the severity of
individual failures rather than the accumulation of minor ones.

Moderating Factors

The relationship between hyper-personalization failure and customer irritation is not uniform
across individuals or contexts. Six moderating variables are proposed, each governing the rate at which
irritation accumulates or the threshold at which it crosses into behaviorally consequential territory. Al
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literacy is expected to weaken the relationship between Al failures and irritation. More knowledgeable
users are better able to interpret system limitations and attribute failures to technical constraints rather
than to indifference or manipulation (Blut etal.,2021). By providing a benign causal schema for Al errors,
higher Al literacy effectively raises the irritation threshold. Privacy concern, by contrast, is expected to
strengthen the effect of perceived intrusiveness: highly sensitive individuals are more reactive to data-
driven personalization practices and cross the irritation threshold at lower levels of perceived intrusion
(Liu-Thompkins et al., 2022). Together, these two moderators define how customers interpret Al behavior
at the cognitive level.

Prior experience with Al may operate bidirectionally. Positive prior experiences can buffer
irritation by establishing a base of goodwill that absorbs individual failures without triggering cumulative
affect, whereas a history of negative interactions lowers the affective threshold and accelerates the
accumulation process (Hardcastle et al., 2025). Algorithmic interpretability operates through a related
mechanism: when customers can understand why an Al system produced a particular output, they are less
likely to attribute irrelevance or intrusiveness to malicious intent, which dampens irritation intensity (C.
Chen, 2024). Transparency in Al design is therefore not only an ethical imperative but a functional lever
for interrupting the irritation accumulation cycle.

Perceived human-likeness of the Al agent shapes how consumers assign blame and formulate
emotional responses when failures occur. Research on humanoid versus non-humanoid service robots
shows that less human-like agents tend to redirect blame toward the firm rather than the technology itself
(Choietal.,2021), while evidence on agent type and conversational style demonstrates that design choices
around tone, language, and interaction modality meaningfully moderate consumer reactions to service
failures (Kuanr et al., 2025). Highly humanized Al interfaces may thus partially deflect the affective
burden of micro-failures onto the Al entity, buffering firm-level trust erosion. Finally, consumer—machine
relationship orientation, specifically the degree to which customers approach Al agents as quasi-social
rather than purely instrumental partners, shapes how ambiguous Al behaviors are interpreted. Customers
with more relational orientations are more likely to experience boundary violations as personal affronts,
amplifying irritation, while instrumentally oriented customers more readily absorb the same behaviors as
technical limitations (Pentina et al., 2023).

Positioning the Framework Against Prior Accounts

The proposed framework is distinguishable from prior accounts of negative affect in AI-CX on
three specific dimensions. First, whereas existing frameworks, including Puntoni et al. (2021) experiential
perspective and Castillo et al. (2021) co-destruction model, conceptualize negative emotion as a response
to identifiable, discrete failures, the present framework theorizes negative affect as emergent from
interaction sequences rather than individual events. The unit of analysis is the trajectory, not the episode.
Second, whereas prior emotion-focused accounts have examined high-arousal states such as anger and
frustration that are immediately salient and self-reported (Pavone et al., 2023), the present framework
addresses a low-arousal, sub-threshold state that accumulates beneath the level of articulable complaint,
a distinction underscored by meta-analytic evidence showing that different negative emotions follow
entirely different antecedent and consequential pathways (Valentini et al., 2020). This distinction has
direct methodological implications: irritation requires longitudinal and behavioral measurement strategies
that post-encounter surveys are structurally unable to capture. Third, whereas value co-destruction
accounts have catalogued outcomes without specifying the affective pathway through which they are
produced (Canhoto & Clear, 2020), the present framework supplies this missing mechanism, positioning
irritation as the link between AI design features and behavioral harm. Taken together, these three
differentiators establish the irritation framework not as a refinement of existing theory but as a structurally
distinct account of a previously underspecified phenomenon.

Discussion
Theoretical Contributions

The central theoretical claim of this study is that the predominant account of negative affect in Al-
CX, namely episodic, high-intensity, and event-contingent, is not wrong so much as incomplete. It
captures one end of the negative affect spectrum while leaving the other end theoretically unoccupied.
The three contributions below address that gap by introducing a construct, extending a theory, and naming
a set of structural conditions that, taken together, provide a new analytical language for the dark side of
Al-mediated customer experience.

The first contribution is the construct of Al-induced customer irritation as a theoretically distinct
affective state. The nearest related constructs in prior research are frustration, anger, and dissatisfaction.
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Frustration has been documented in response to chatbot failures and scripted rigidity (Pavone et al., 2023),
and recent work grounding chatbot service failure recovery explicitly in Frustration—Aggression Theory
confirms that the dominant theoretical treatment of negative Al affect has focused on high-arousal, acute
emotional responses triggered by identifiable failure events (Ozuem et al., 2025). Anger has been
theorized as a high-arousal response to perceived injustice in Al service encounters (Castillo et al., 2021).
Dissatisfaction with automated interactions is typically modeled as a cognitive evaluative judgment that
emerges when engagement quality falls below expectations (Hollebeek et al., 2021). Irritation, as
theorized here, differs from all three on two dimensions: arousal level and temporal structure. It is lower
in arousal than frustration and anger, making it less immediately salient but more persistent. It is not a
judgment, as dissatisfaction is, but an affective state, one that shapes subsequent judgments rather than
constituting a judgment itself. This construct-level differentiation is not terminological but substantive: it
implies a different measurement approach (sustained affect scales rather than post-encounter evaluations),
different antecedent conditions (micro-failure frequency rather than failure severity), and different
intervention logics (interaction design rather than service recovery). Empirical support for this
differentiation comes from research showing that different Al types elicit qualitatively distinct emotional
profiles, including happiness, fear, and anger, confirming that negative Al affect is not a single
undifferentiated state but a family of related yet distinct constructs that require separate theoretical
treatment (Pantano & Scarpi, 2022). Meta-analytic evidence from service failure research further
substantiates this differentiation: a systematic synthesis of customer emotions across service failure and
recovery contexts demonstrates that anger, frustration, and disappointment operate through distinct
antecedent pathways and produce meaningfully different behavioral consequences, underscoring that
treating negative affect as a unidimensional construct leads to theoretical imprecision and misspecified
intervention strategies (Valentini et al., 2020).

The second contribution is the temporal extension of value co-destruction theory in AI-CX. Prior
accounts of Al-mediated value co-destruction, most notably Castillo et al. (2021), identify the process
through which customers actively or passively contribute to value loss during Al service interactions and
treat the individual encounter as the unit of analysis. This account is theoretically adequate for high-
salience failures, those that are discrete, attributable, and sufficiently severe to trigger conscious
evaluation. What it cannot explain is the value erosion that occurs outside these conditions: the gradual,
interaction-by-interaction accumulation of affective residue that leaves no single incident worthy of
complaint yet leaves the relationship meaningfully degraded. The present framework shifts the unit of
analysis from the interaction to the interaction sequence, arguing that value co-destruction in hyper-
personalization contexts is better understood as a cumulative process driven by the affective residue of
repeated sub-threshold failures. This temporal reframing has implications not only for theory but for how
firms should monitor CX: longitudinal affect tracking and interaction-sequence analysis become more
informative than post-encounter satisfaction surveys, and the appropriate intervention point is the quality
of ordinary interactions rather than the management of exceptional ones.

The third contribution is the identification of three structural paradoxes, namely personalization
versus autonomy, intelligence versus control, and relevance versus intrusiveness, as the generative
conditions for irritation-based value co-destruction. Each paradox represents a situation in which the
feature of Al-driven personalization that produces its greatest benefit simultaneously creates the
conditions for significant harm. Prior research has noted individual instances of these tensions in the
context of Al-driven consumer experiences (Puntoni et al., 2021), and separately in the affective and
social dimensions of Al-mediated marketing interactions (Liu-Thompkins et al., 2022), but has not
synthesized them into a unified paradox-based account of why hyper-personalization systematically
generates the conditions for irritation. By naming and formalizing these paradoxes, the present framework
provides a theoretical vocabulary for future research to examine where, when, and for whom each paradox
is most consequential.

Non-Linear Logic and Core Paradoxes

A central theoretical claim of this study is that hyper-personalization operates through non-linear
dynamics, characterized by an inverted U-shaped effect on customer value (Hardcastle et al., 2025). While
moderate levels of personalization enhance relevance and efficiency, excessive personalization can lead
to perceived overreach, loss of control, and escalating irritation (Puntoni et al., 2021). This non-linearity
is reinforced through emotional accumulation mechanisms, whereby irritation lowers customers' tolerance
thresholds and amplifies the perceived impact of subsequent failures over time (Ameen et al., 2021). The
implication is that the relationship between personalization intensity and customer value is not stable but
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dynamic: the same degree of personalization that produces satisfaction in an early interaction may produce
irritation after repeated exposure. Within this logic, three core paradoxes emerge.

The Personalization—Autonomy Paradox. Although personalization is intended to enhance
relevance, it may simultaneously threaten perceived autonomy (Hoyer et al., 2020). Even when customers
formally consent to data use, irritation can arise when personalization is experienced as directive or
controlling rather than autonomy-supporting (Puntoni et al., 2021). The paradox is that increasing the
precision of personalization, the very feature that is supposed to demonstrate respect for individual
preferences, can simultaneously intensify the experience of being managed rather than served.

The Intelligence—Control Paradox. Advances in Al capability are typically associated with
improved performance ( Ming-Hui Huang & Rust, 2024). However, beyond a certain threshold,
heightened predictive accuracy may be interpreted as anticipatory overreach, leading to discomfort and a
perceived loss of agency (Hardcastle et al., 2025). The paradox is that the more accurately an Al
anticipates a customer's needs, the more the customer may feel that their behavior has been modeled and
pre-empted in ways they did not sanction. This dynamic is further complicated by evidence that
consumers respond differently to Al and human agents depending on the emotional valence of the
interaction: Al is more acceptable as a bearer of unwelcome information precisely because its perceived
lack of agency creates emotional distance, yet this same quality renders it less trusted when consumers
seek genuine understanding and responsiveness (Garvey et al., 2023). The same non-judgmental quality
that makes service robots preferable in embarrassment-inducing encounters simultaneously limits their
capacity to build the relational warmth that sustains long-term engagement (Holthower & van Doorn,
2023).

The Relevance—Intrusiveness Paradox. Greater relevance does not necessarily translate into more
positive experiences (Liu-Thompkins et al., 2022). Instead, highly tailored content may simultaneously
signal surveillance or excessive familiarity, thereby triggering perceptions of intrusiveness and irritation
(Ranieri et al., 2024). The paradox is that the signal of relevance, content that fits precisely, is the same
signal as the mark of surveillance, and customers cannot always distinguish between the two.

Together, these three paradoxes reveal that irritation in hyper-personalized environments is not a
failure of execution but a structural consequence of the technology's design logic. Each paradox identifies
a condition under which the features most responsible for personalization's value are simultaneously those
most responsible for its harm, a relationship that linear models of personalization value are structurally
unable to capture and that firms cannot address through service recovery alone.

Boundary Conditions

The proposed framework is most applicable under specific contextual conditions. It is particularly
salient in Al-dominant, high-personalization environments, such as recommender systems, algorithmic
advertising, and chatbot-driven service interactions, where Al substantially shapes the customer journey
and interaction dynamics (Castillo et al., 2021). A systematic review of Al in frontline service encounters
confirms that these environments generate the widest range of customer emotional responses, precisely
because the stakes of misalignment in terms of perceived competence, empathy, and relevance are highest
when Al is the primary customer-facing agent (George et al., 2025). The mechanism is further amplified
in hedonic and identity-relevant domains, including fashion, entertainment, and social media, where
personalization failures are more likely to be interpreted as misrecognition or violations of personal
boundaries (Puntoni et al., 2021).

The framework is also especially relevant among digitally native segments, who simultaneously
expect seamless personalization and exhibit heightened sensitivity to data privacy, transparency, and
fairness (Hardcastle et al., 2025), and in emerging and digitally transforming markets, where rapid Al
adoption intersects with evolving norms around autonomy and data use, as evidenced by research showing
divergent Al quality expectations across service contexts in developing economies (Nguyen et al., 2022).

Conversely, the proposed relationships may be weaker in low-involvement, utilitarian contexts;
hybrid human—Al service settings; and among customers with low Al literacy or limited privacy concerns,
where personalization is less salient and affective responses are less intense (Zaman et al., 2025). The
framework is also less applicable in early-stage Al adoption contexts where customer expectations for
personalization have not yet been elevated to the level required to produce disconfirmation-driven
irritation. These boundary conditions carry direct methodological implications: empirical tests of the
framework should prioritize high-personalization, digital-native, hedonic contexts and should measure
affect longitudinally rather than through single post-encounter surveys (Aslam, 2023).
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Future Research Directions

The proposed framework opens five specific avenues for empirical investigation, each addressing
a distinct methodological or substantive gap.

First, longitudinal research designs are needed to capture the temporal accumulation of irritation
and identify the threshold at which sub-threshold frictions cross into behaviorally consequential territory.
This is not merely a design preference but a theoretical requirement: if irritation is cumulative rather than
episodic, as the framework claims, then cross-sectional and single-encounter measurement strategies are
structurally unsuited to testing it (Ameen et al., 2021). Panel designs that track affect, tolerance, and
behavioral intention across multiple interactions with the same Al system are the appropriate
methodological response.

Second, experimental studies using scenario-based or vignette designs can establish causal
directionality by systematically manipulating Al response irrelevance and perceived intrusiveness across
conditions. Such designs can isolate the mediating role of irritation and test the boundary conditions
proposed in §4.3, including the moderating effects of Al literacy and privacy concern (Pavone et al.,
2023). Factorial designs crossing antecedent type (irrelevance vs. intrusiveness) with accumulation level
(single vs. repeated exposure) would be particularly informative.

Third, behavioral and digital trace data, including clickstreams, chatbot logs, dwell times, and
interaction histories, offer opportunities to infer irritation dynamically from behavioral signatures without
relying on retrospective self-report. Research demonstrating that Al-triggered discomfort manifests in
observable compensatory behaviors supports the feasibility of this approach (Mende etal., 2019), as does
evidence that emotion patterns in service interactions can be inferred from interaction data with sufficient
precision to predict service outcomes (Bromuri et al., 2020). Developing behavioral proxies for irritation
accumulation would address a core limitation of survey-based research on sub-threshold affect.

Fourth, future work should examine how Al-induced irritation interacts with broader consumer
decision-making processes. Al increasingly mediates not only service encounters but also product
evaluation, comparison, and choice (Jain et al., 2024), meaning that irritation accumulated in one domain
may transfer to, or be amplified by, Al-mediated encounters in adjacent domains. Cross-channel irritation
transfer is a theoretically underspecified phenomenon with significant practical implications for firms
operating integrated Al ecosystems.

Fifth, cross-cultural and multi-level research is needed to examine how institutional contexts,
cultural norms, and regulatory environments moderate irritation thresholds and the conditions under
which value co-destruction processes unfold (Liu-Thompkins et al., 2022). Cultures that differ in privacy
orientation, power distance, and Al trust are likely to exhibit meaningfully different irritation
accumulation rates and tipping points, a prediction the present framework generates but cannot, as a
conceptual study, empirically verify. Multi-level designs that nest individual customer trajectories within
firm-level Al design choices and country-level regulatory regimes would substantially advance this line
of inquiry (Gouveia & Santos, 2025). More broadly, as consumer-Al experience emerges as a distinct
research domain spanning emotional, relational, and behavioral dimensions across retail and service
contexts, future theoretical frameworks must be equipped to capture both the positive and negative
experiential trajectories that Al-mediated service generates, of which the irritation construct proposed
here represents one foundational component (Noble & Mende, 2023).

Conclusion

Repeated Al-driven hyper-personalization failures rarely provoke immediate complaints, yet their
cumulative effect can gradually erode trust, increase switching intention, and encourage customer
disengagement. This subtle process has remained underexplored because existing Al-enabled customer
experience literature has largely conceptualized negative affect as an episodic response to discrete service
failures rather than as a cumulative emotional mechanism.

This study contributes to both theory and practice by conceptualizing customer irritation as the
central affective mechanism linking Al-driven hyper-personalization failure to value co-destruction in
Al-mediated customer experiences. By integrating Expectation—Disconfirmation Theory, Psychological
Reactance Theory, and Affective Events Theory, the proposed framework identifies Al response
irrelevance and perceived intrusiveness as key antecedents of customer irritation and advances five
research propositions, six boundary-condition moderators, and three structural paradoxes that provide a
foundation for future empirical research. Managerially, the findings suggest that organizations should
manage not only major Al service failures but also the accumulation of everyday interactional frictions
embedded in personalization systems.
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This study has several limitations. As a conceptual paper, the proposed framework has not yet been
empirically validated, and its proposed relationships have not been examined across different industries
or Al-mediated service contexts. Future research is encouraged to test the proposed framework using
longitudinal, experimental, or cross-cultural designs to further validate and extend the theoretical model.
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